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IFI, DISPLAY, TOUCH INTERFACE, 
and image capture capabilities have 
been enabled by these accessories, 

transforming single-board “computers” into full-
blown computer platforms.

Until recently, the outlier has been audio. Or, 
more to the point, “High Definition” audio, which 
was seldom touted as an essential application 
in the SBC arena, if ever. Then again, the term 
“High Definition” is somewhat up for grabs. In 
coexistence with Intel’s proprietary high-defi-
nition standard for multichannel high-data-rate 
audio (Intel High Definition Audio or Intel HD 
Audio) is a more relaxed, industry-accepted 

W
One of the most exciting 
outcomes of the single-board 
computer revolution has 
been the tide of accessories 
carrying these devices into 
new realms of application
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designation of “high definition (HD) 
audio” generally regarded as 24-bit 
audio sampled at frequencies more 
than four times the 20kHz Nyquist 
frequency, and at least double that of 
CD-quality audio. 

Unlike other established formats such 
as MP3, HD audio coding is lossless, 
thereby reducing the storage capacity 
and transmission bandwidth require-
ments while preserving fidelity of the 
original content. As a benchmark, 
CD-quality audio is sampled at 16 
bits/44.1kHz, with a resultant data 
rate of approximately 1.41Mbps for 
stereo audio. An HD Audio track might 
be sampled at 24 bits/192kHz, with a 
resultant stereo data rate of 9.2Mbps, 
presenting a prohibitive streaming chal-
lenge as well as capacity nightmares 
for digital music players – at those 
data rates, a high-definition iPod would 
either store ten songs or cost and weigh 
as much as a car.

Fortunately, there are several options 
when it comes to data compression 
(which is lossless) or reduction (lossy), 
and they all have advantages and dis-
advantages. MPEG reduction coding 
is lossy, especially at lower data rates, 
and yet consumers have been more 
than willing to trade sonic quality for 

convenience ever since the advent 
of portable digital media players. But 
now, thanks to open-source technology 
entirely worthy of a global standing 
ovation, and growing support within 
the music industry with websites like 
HDTracks.com, consumers have access 
to download-friendly, purportedly-bet-
ter-than-CD-quality audio.

Like most revolutionary technologies, 
however, the emergence of HD audio 
leaves enthusiasts wondering, “This 
technology seems so elegant, how was 
this not adopted first?” Indeed, the road 
to HD audio has been long and wind-
ing. Let’s back up a few years to the 
emergence of MP3, back when lossy, 
low-data-rate audio was totally cool and 
totally yours for just $0.99 per track.

Perceptual audio coding
Data reduction has always been a 
nifty idea, but with the explosion of 
portable digital media and content 
streaming it has become a necessity 
even to consumers. The Moving Picture 
Experts Group answered this need in 
part with the MPEG-1 Audio Layer-3 
(MP3) format. 

Various flavours of this coding strat-
egy exist today, and they’re all based 
on the principle of perceptual coding. 

A perceptual audio coder utilizes a 
mathematical model of the human audi-
tory system to determine which com-
ponents of a complex audio waveform 
will be heard – that is to say perceived 
– by the listener. It is often assumed 
that we hear everything that acts upon 
our ears, but in any given audio signal 
there will be some amount of acoustical 
content that we simply do not perceive.

 Numerous perceptual phenomena 
occur when we think we’re hearing 
everything. For starters, the frequen-
cy response of the ear canal is not 
flat; frequencies of equal amplitude 
in the range of 20Hz to 20kHz are not 
perceived as being equally loud. The 
resonant frequency of the ear canal is 
approximately 3kHz, and people tend 
to be more sensitive to frequencies 
in the 1kHz to 5kHz range. A tone at 
30Hz or 18kHz would need to be gener-
ated at a much higher amplitude than 
a 2kHz tone in order to be perceived 
as equally loud, as illustrated in the 
Robinson-Dadson Equal Loudness 
Contours shown in Figure 1. (Note the 
resemblance of these contours to the 
settings on your home or car audio 
system’s EQ.)

The brain interprets activity along the 
basilar membrane – located behind the E
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ear drum, deep within the ear – to sense both 
the frequency and the amplitude of a sound. 
Vibrations occurring along the basilar mem-
brane are converted to electrical signals that are 
transmitted to the brain for processing. The brain 
determines the frequency of a sound based on 
its period and maximum excitation locus along 
this membrane; activity in proximate or adja-
cent regions is ignored. If you’ve ever used your 
fingernail to “pop” a mosquito bite, then you’ve 
experienced the brain’s ability to ignore activ-
ity in a region adjacent to stimulus; you notice 
the sensation of a fingernail creasing the bitten 
flesh, but you probably don’t notice the soft pad 
of your fingertip pressing down on the skin beside 
the mosquito bite. This effect is called masking, 
and the human auditory system offers plenty of 
opportunities for it.

Amplitude masking, for example, occurs when 
two tones of different amplitude are presented 
simultaneously within a particular frequency 
band. The threshold at which sound 
is perceived can be forced upwards 
with a given stimulus. What’s more, 
the brain processes activity in the 
ear as though it were divided into fre-
quency sub-bands of varying widths. 
When two or more tones appear in 
the same critical band at the same 
time, the loudest tone will shift the 
threshold of perception higher, and 
tones of lesser amplitude may be 
masked as a consequence (see Figure 
2). Furthermore, the greater the tone’s 
amplitude, the lesser the slope of its 
masking curve with respect to higher 
frequencies. In other words, a very loud tone will 
carry increased masking influence over tones of 
higher frequencies, even those outside its criti-
cal band. A very loud 1kHz tone, for instance, 
can bury a 5kHz tone generated 45dB below it.

Masking effects are not limited to simultane-
ous acoustic events. For a given pair of tones 
sounded within milliseconds of each other, one 
may dominate perception regardless of which 
tone occurred first; this is a function of amplitude 
and temporal proximity, rather than acoustic 
sequence. Figure 3 shows examples of pre- and 
post-masking. A data-reduction system that can 
exploit this phenomenon offers significant advan-
tages; by establishing filter banks that emulate 
the frequency bands and basic temporal response 
of the human auditory system, we can deter-
mine within a given band which tones – noise or 
otherwise – will be masked. Bands with strong 
masking components from the desired audio 
signal will be coded with precious bits; weaker 
signal components swamped by noise will not.

A perceptual coder determines which signal 
components – valuable tones and unwanted 

E noise, alike – will be masked and how, and then 
allocates data to the signal for maximum fidel-
ity. The resultant waveform, theoretically and 
depending upon the specified data rate, is the 
original audio signal re-quantised at a lower data 
rate. Normally, truncating a digital audio word 
results in quantisation error, which manifests itself 
acoustically as noise. But a perceptual coder can 
identify where within the audio signal this noise 
can be hidden, and codes the signal accordingly.

Lossless error coding
By exploiting the characteristics of the human 
auditory system, perceptual coders are able to 
achieve significant data reduction at the expense 
of fidelity. A 320kbps MP3 file may sound like 
CD-quality audio when listening in the car, for 
instance, but at lower data rates the quantisa-
tion artifacts become harder to conceal and the 
audio sounds noticeably compressed.

HD audio is gaining traction in part because 
it relies not on lossy, proprietary data-reduction 
techniques, but on data compression that is both 
fully open-source and lossless. As the name sug-
gests, Free Lossless Audio Codec (FLAC) is an 
example of a free, open-source, lossless codec. 
The file sizes are larger than MP3 and other 
formats, but still compressed from their original 
formats. But the goal with FLAC isn’t purely a 
smaller file size, it’s compression without com-
promising fidelity. 

FLAC is based on fixed polynomial prediction or 
linear predictive coding. A FLAC coder subtracts 
a calculated approximation of the signal from the 
actual signal, and codes the error. Coding the 
result requires fewer bits than coding the original 
signal. On the decode side, the audio waveform 
is restored with great fidelity because its content 
was not fundamentally altered.

A happy marriage
Music coded in high definition is now commer-
cially available to consumers, thanks to technolo-
gies like FLAC and other open-source initiatives. 
And it seems these days that virtually anyone can 
build just about any cool thing, provided they 
have the right single-board computer and acces-
sories. Available to the Raspberry Pi community, 
for example, is a two-channel HD Audio card 
featuring analog and digital I/O, and sporting a 
powerful codec from Wolfson Microelectronics. 

With a thriving global community of develop-
ers, online retailers supplying HD music, and 
now the availability of HD-ready SBC expansion 
cards, the time has never been better to upgrade 
your audio to HD. n

Exclusively from

WWW.ELEMENT14.COM/WOLFSON

■■ HD Audio, at 24-bit, 192kHz
■■ VOIP using 3.5mm 4-pole jack with Boom Mic
■■ Two DMIC microphones
■■ On-board class D power amplifier
■■ High SNR
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Portions of this article were adapted from Principles 
of Digital Audio, Third Edition, by Ken C. Pohlmann, 
published in 1995 by The McGraw-Hill Companies.

›	AN INTRODUCTION TO 

THE WOLFSON  
AUDIO CARD
High Definition Audio for your Raspberry Pi

RoadTest is a group dedicated to 
testing and reviewing new products.  
Get a chance to test the latest development 
kits and other new products... for free!

Wolfson RoadTest Review
Wolfson Audio Card with Raspberry Pi as a Softsqueeze Client
www.element14.com/community/roadTestReviews/1776

Mike Powell, Technical Development Manager at Farnell element14, talks about 
Wolfson Audio Card, a high quality audio solution for use with the Raspberry Pi.

BY EXPLOITING THE 
CHARACTERISTICS 
OF THE HUMAN 
AUDITORY SYSTEM, 
PERCEPTUAL 
CODERS ARE 
ABLE TO ACHIEVE 
SIGNIFICANT 
DATA REDUCTION 
AT THE EXPENSE 
OF FIDELITY.
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